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“You cannot slip gently into object thinking and development without any effort, without any time, without noticing! Object technology is a mind-set shift, not a new word processor!” -- Marie A. Lenzi, Editor, Object Magazine.

“A good designer has a self-consistent set of defaults.” -- Kevin Weeks, Editor, Windows Tech Journal, from a message on CompuServe.

G

ood object-oriented (OO) designs must walk a thin line between centralized authoritarianism and complete anarchy. Centralized authoritarianism is the result of structured programming -- one script dictates all actions in a sequential order. In an object-oriented solution, control is distributed and shared. Certain objects, though, must retain some control over other objects. We cannot allow anarchy to prevail!

From my experience teaching OO novices, I’ve found that understanding how objects in a system interact is often a stumbling block. Indeed, many students seem to need to experience three major insights -- I call these the three a-ha!’s of OO learning:

1. Objects are active entities,

2. Objects in a system associate in regular and predictable ways.

3. Flexible designs are loosely coupled and well distributed.

This article concentrates on the second a-ha! The first a-ha! has been well covered by many other authors. For example, in Object-Oriented Software Engineering, Jacobson classifies the kinds of objects in a system as entities, interfaces or controllers to help in this understanding. Coad and Yourdon proposed similar categories in Object-Oriented Analysis, except that they make a distinction between system to system interface objects and user-interface objects. Categorization of objects like this is particularly useful during the analysis phase of project development. I typically use the three object categories illustrated in Figure 1.
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Figure 1 - The Three Basic Kinds of Objects in an Analysis Model

The key to the second a-ha! is a good understanding of the fundamental ways which objects typically associate. I have divided these into a graded list of eight fundamental associations, summarized in Figure 2 These form the primary focus of this article. 

The third a-ha! is rather advanced. It requires a deep structural understanding of how classes are designed in a system to achieve maximum reuse and enhanceability. Design patterns seem to offer the greatest potential to help students understand these advanced design concepts. The best book currently available on this subject is Design Patterns: Elements of Reusable Object-Oriented Software, by Gamma, Helm, Johnson and Vlissides (affectionately called the Gang-of-Four, abbreviated GOF). In this article, I refer to some of the specific designs -- or patterns -- presented in this book as the GOF Design Patterns. For an even deeper understanding of structural class relationships, I recommend another pattern book: Design Patterns for Object-Oriented Software Development by Pree.
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Figure 2 - The Eight Fundamental Object Associations

Object systems are well controlled

A message posted on CompuServe by Bruce Levkoff illustrates the confusion which needs to be resolved to achieve the second a-ha!:

 “Although it appears that a network of objects can happily communicate among themselves on a peer-to-peer basis given some simple message passing capabilities, this decentralized organization would be impossible to maintain as the system grew.”
We obviously try not to create disorganized systems. Order must be maintained. Certain objects must have a controlling role, while others are more subordinate. This message struck a resonate cord within me; I too experienced the same confusion early on.
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Figure 3 - Two primary techniques for distribution of responsibility in an object model.

The problem is that most object-oriented analysis and design books and courses emphasize peer-to-peer relationships, but most associations in a running system are highly directional. Many also imply control or ownership of one object over another. Object interfaces based on a true peer-to-peer paradigm are actually rather rare.

Figure 3 shows two of the primary techniques employed during object-oriented design (OOD) to distribute responsibilities within an object system: specialization by inheritance and delegation through association.

Delegation is a component-oriented approach. It allows us to build generalized subsystems which we can ‘plug’ into new designs with little effort. Specialization is an architectural approach. We can pre-define hierarchies of generalized object types and then, later, develop specialized objects which automatically inherit a basic set of properties. These techniques not only make a system more flexible, they also make reuse inevitable. It is impossible to create an object-oriented system that does not use these techniques.

The Fundamental Object Associations

Category - Non-directional

0. Solitaire: Only one of a particular kind of object ever exists in a system or subsystem. Thus, the Solitaire association is a fundamental association between an object and the system itself. Typically the object is created on application startup, and destroyed by application termination. This is often the simplest type of association to design. However it is also the least flexible.

1. Peer-to-Peer: Two objects communicate in bi-directional conversation streams. Basically, one object starts a session, two-way message traffic follows, then an interlude follows before one of them starts another session. This the most flexible way for two objects to communicate. It is also the hardest to design and control.

Category - Directional

2. Transmitter-Receiver: A transmitter passes informational messages to one or more receivers. The receiver may return a value, but the transmitter does not depend on it. This is a very loose association since neither object controls or depends on the other. It is very useful for creating flexible systems, but is limited in the functions the objects may perform.

3. Customer-Supplier: A client issues requests to a supplier. The supplier performs a requested operations and returns results back to the client. This is possibly the most commonly used association in most object systems. It also has the greatest potential for maximizing component reuse.

Category - Ownership

4. Factory-Product: The factory creates products, usually on request by other objects in the system. After the product object has been created, ownership and control is typically transferred to the requesting object. The factory seldom has any further association with the product from then on.

5. Master-Slave: A master owns and controls its slaves. A slave exists to serve the needs of its master and any other objects which the master may lend the slave to. When the master is destroyed, the slaves either must either be destroyed as well, or ownership of them must be transferred to other objects in the system.

Category - Composition:

6. Whole-Part (Aggregation): The whole is composed of a collection of parts, that is, the whole not only completely dominates and owns its parts, it is defined by them as well. This is the strongest, most binding association possible between two objects.

7. Self-Owned: An object controls its own destiny. It is responsible for its own destruction. Thus, the self-owned association is a fundamental relationship between an object and itself. Typically the object is created by a factory. This can be a difficult type of association to design. However it can be very flexible.

The Fundamental Object Associations

If we look at the way any two objects associate in a system, at runtime, what are the basic roles they play when they interact? My answer to this question resulted in a simple set of guidelines for understanding the way objects associate to delegate responsibilities. I have been using a subset of these guidelines internally for quite a few years. This article expands the list and formalizes it. The result is summarized above.

My approach was to look at the system at run-time, find the fundamental kinds of associations typically established between any two objects and determine the core set of purposes that those associations tend to serve. Focusing on objects removed the need to consider inheritance, which is a class design issue. Consequently, a number of basic interactions became apparent. I found eight fundamental types of associations and I grouped them into four categories, non-directional, directional, ownership and composition.

Ignoring inheritance may seem radical, however it is really just pragmatic. Although inheritance is certainly an important part of any OO design, in a running system inheritance is static. Objects do not change inheritance relationships, but they do change associations with other objects -- sometimes quite frequently. The fundamental associations concentrate on the semantic meanings driving those associations, ignoring the particular structures that implement the design.

The Non-directional Associations

A non-directional association implies that there is no dominate partner in a link between two objects. In solitaire this is because there only one object and its primary link is to the system itself. Because of this strange behavior, solitaire is actually sort of the fundamental anti-association.

Solitaires, of course, must establish other types of associations with other objects in the system, however, those associations are always subordinate to solitaire. Consequently, no other object may own a solitaire. Associations with other objects are restricted to peer-to-peer, transmitter-receiver or customer-supplier.

A degenerate form of a solitaire can be established by declaring class attributes. Also known as shared or static variables in some object-oriented languages, class attributes define data members that are global in duration -- e.g. they exists as long as the system is running --  but local in scope. Some languages allow class attributes to be accessed globally or through special class functions, but global access should always be avoided.

Solitaires can limit future enhancement and reuse if applied improperly. Globally declared solitaires in particular should be used very sparingly. Class attributes are generally considered better, since they encapsulate the access of a global resource, but they too should be applied with caution.

Peer-to-peer is also an anomaly since it is not fundamental. Peer-to-peer can always be decomposed into two separate associations pointing in opposite directions. In pure peer-to-peer neither object will dominate the overall direction of communications over time. However, semi-directional links are common. A typical example is a simple client-server compound association which employs a combination of a customer-supplier association and a transmitter-receiver association, as shown in Figure 5 on page 21, which I will explain later. 

Whether bi-directional or semi-directional, however, peer-to-peer interactions always consist of two or more directional associations. For true peer-to-peer associations, both associations must be equal. Consequently, true peer-to-peer associations are built using pairs of transmitter-receiver or customer-supplier links. Peer-to-peer associations built using any other combination of links will be directional in nature and one object will, therefore, dominate.

The Directional Associations

In a directional association, one object always begins any conversation stream across that link. Transmitter-receiver is the simplest directional association. A transmitter sends messages on to the receiver with little or no resulting interaction.

Transmitter-receiver links are often used to broadcast system state changes. A receiver will be registered with the transmitter to receive such notices and the transmitter will then send a message to each registered receiver whenever such a change occurs. 
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Figure 4 - Passing information to objects in a network.

When a receiver is no longer interested in receiving these notices, perhaps because it is about to be destroyed, a message is sent to the transmitter requesting that the receiver be removed from the broadcast list. This message, however, must be sent across a different link, possibly from another object, since transmitter-receiver only allows messages to be passed from the transmitter to the receiver. Consequently, transmitter-receiver is often paired with another fundamental association to allow communications to traverse in both directions.

The transmitter will often establish customer-supplier relationships with other objects where they act in the supplier role as message servers. The customer objects send a message to the transmitter which then rebroadcasts it to a subscriber list. This simplifies the originating customer objects and allows them to concentrate on the specific duties they perform, as shown in Figure 4.

Transmitters may be solitaires, which can simplify using them, but this can also make the system less flexible. When combined with other kinds of associations, transmitter-receiver can act as a feed back loop to pass intermediate results back to a more dominate object, making the association bi-directional. The transmitter-receiver link, however, never acts as more than router of information.
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Figure 5 - A client requests actions from the a server. The server updates the client.

Customer-supplier associations are more dynamic than transmitter-receiver. They are the most fundamental way to truly delegate responsibility in an object system. Customers depend on a supplier to perform some important function. Customer-supplier allows us to encapsulate responsibilities among objects and decentralize control. But, neither object in a customer-supplier association owns the other.

Customer-supplier associations often form the most important link in a semi-directional peer-to-peer relationship. In a simple client-server design, for example, the supplier object may also act as a transmitter via a transmitter-receiver association back to the customer to provide periodic status updates or other information. Figure 5 provides a typical example of such an association.

Suppliers are sometimes solitaires, but this can severely limit future enhancement. Pure peer-to-peer associations are often established using two customer-supplier associations, one for each direction. Generally suppliers may implement a variety of responsibilities, but each supplier should be highly focused to perform only a very narrow set of duties.

The Ownership Associations

Ownership is defined as the responsibility for one object to destroy another when the subordinate object’s useful life has ended. Responsibility is the key to understanding ownership. When an object is destroyed, other objects in the system may need to be notified so that they can remove any references to those objects. Objects which depend on the destroyed object may need to be destroyed as well -- thus their owners must be notified of this condition. Transmitter-receiver feedback links are often used to insure that this information is properly distributed (see Figure 8 - Propagating system-wide status changes in an object system. on page 21.)

Owner objects are also responsible to insure that their subordinates do not become disconnected from the rest of the system. Disconnected objects in a software system are called memory leaks. They are not a good thing. Solitaire objects never need worry about this, since they are part of the system itself, but great care must be taken with all other objects to insure they never become disconnected from the system.
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Figure 6 - Objects share processing using associations to request actions.

Factory-product is usually the most transitory of the ownership associations. The factory creates a product object and immediately transfers ownership to another object which usually forms a master-slave association with the product. If a factory creates a product in response to a request which establishes a customer-supplier association, however, a dilemma occurs. Customers do not own their suppliers, yet it is not uncommon for a supplier to be created as a side-effect of a customer requesting a link with a supplier. A typical solution to this scenario is demonstrated by the robust client-server model shown in Figure 9 on page 21, which I will describe in detail later.

Factories make objects systems very flexible. By decoupling object creation from other kinds of associations, new kinds of objects may easily be added to an existing system with minimal impact on the rest of the system. Many different variations of factory-product associations may be used to enhance system flexibility. These are discussed in depth in chapter three of the GOF Design Patterns book.

Master-slave associations are usually much longer lived than factory-product. Masters provide hot-spots of control in a system. Masters often provide a localized interface for performing a related set of duties for use by other objects. Those other objects typically form customer-supplier relationships with the master where the master doubles as the supplier, as shown in Figure 6. Upon receipt of a request, the master will then delegate part or all of the processing needed to one or more of its slaves in an appropriate manner.

Master-slave associations may initially act as a factory-part association. In this case, the master creates the slave and maintains it. However, combining these purposes into a single association can restrict future enhancement since the masters will then be limited in the types of slaves they may own. Dividing creation and control between different objects and associations is usually more flexible, although harder to design.

The Compositional Associations

Composition, also called aggregation, means that one object not only owns other objects, it completely controls the subordinate objects and it is defined by them as well. This is a very strong and binding association. Thus, the basic difference between a whole-part association and master-slave is largely semantic -- whole-part models a composite relationship, while master-slave models only ownership and possibly control. Also, the binding ties between a part and the whole in a whole-part association are the strongest in the system. Ownership of a part is seldom transferred to another object. If ownership is transferred, it is generally to another aggregate of the same or similar type.

Any objects which exist as a part in a whole-part association are completely subordinate to the whole. Parts exist only to support and enhance the whole and the sum of the parts should always be greater than the whole. Parts are usually created with the whole and, likewise, destroyed when the whole is destroyed.

Self-owned is essentially a special whole-part association where the whole and the part are both the same object. This object owns itself and must notify any other objects in the system which have formed relationships with it when it is destroyed or otherwise becomes inaccessible. As in all ownership associations, responsibility is the key word. A self-owned object must keep track of the other objects which with it forms associations and notify them when it destroys itself. Also, self-owned objects cannot exist without maintaining associations with at least one other object. If at any time all of those associations disappear, then the self-owned object must destroy itself. Like usual, transmitter-receiver feedback links are typically used to insure that these conditions are met.
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Figure 7 - The circle of association

The Circle of Association

What association comes after self-owned? Why, solitaire, of course! The fundamental associations form the circle of association, as shown in Figure 7. Self-owned and solitaire are closely related in that neither describes an association with another object in the system. Yet, they are also very different.

The key difference between them is that the solitaire is owned and controlled by the system at large. In contrast, the self-owned object encapsulates this control within itself and, therefore, has a much greater responsibility. 

However, it is possible to combine self-ownership with solitaire to create a hybrid self-owned-solitaire where only one object may ever exist. The Singleton pattern described in the GOF Design Patterns books describes this case. In this design pattern, an object has a static class attribute which keeps a reference to the first instance of that type of object. Any attempt to create a second instance of a singleton will instead return a reference to the first (and only) instance. Thus, only one singleton is ever created.

But a singleton must be owned. The GOF do not elaborate on the ownership of a singleton, but the simplest implementation is to make the singleton self-owned. In this case, the singleton maintains a reference to each object which has established an association with it and destroys itself whenever that number of associations becomes zero. Other solutions are possible, however.

Other hybrid associations that lie on the circle of association are common as well. For example, a master-slave may also act as a factory for its own slave products. Less common is a customer which creates its suppliers. Unless the supplier is also self owned, a third object must immediately establish ownership over the supplier.

Avoid establishing associations which try to accomplish too many things. Generally, limiting your associations to the circle of association will increase overall flexibility and enhanceability. Object associations based on the circle of association are narrow in scope and specific in purpose. They will give your designs greater clarity of purpose.

Objects Associate in Cliques
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Figure 8 - Propagating system-wide status changes in an object system.

Objects in a complex system establish many different kinds of associations with many different objects. In the simple example we saw in Figure 5, transmitter-receiver was used to create a simple secondary feedback loop to complement a customer-supplier association. Transmitter-receiver is also commonly paired in a similar manner with master-slave and whole-part. This usage of transmitter-receiver is crucial for insuring system stability and integrity.

Consider, for example, the case illustrated in Figure 8 where the slave in a master-slave association depends on a supplier in a customer-supplier link with another object. If the supplier is destroyed, it sends a notification message to its customers, one of which is the slave. The slave can do no work without its supplier, so it sends a message to its master to inform it that it no longer has a purpose in the system. In response, the master destroys the slave to maintain system integrity. If any other objects in the system depended on the features provided by this slave, then they would be transmitted messages by the master so that they too could take whatever actions they require to maintain their integrity as well. Consequently, object destruction can have a rippling effect in a system, and transmitter-receiver serves an important role in insuring that system integrity is maintained.

Objects in a system typically associate in cliques. By this I mean that objects group via associations to form a center of activity to serve some particular purpose which is larger than the purpose of any of the individual objects in the group. A typical example of this is shown in Figure 9. This example shows how the fundamental associations can work together with the basic kinds of objects to create a stable, flexible design. 

In this design, which is only one of many possible solutions, some Client objects need to utilize the services of some specialized Server objects. The Server objects may exist in a separate subsystem -- indeed, the Servers may even be in physically separate executables or on a separate machine in a local-area network.
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Figure 9 - Combining the first two a-ha!'s to make a complex object system

To facilitate this need for distribution, the Clients never directly associate with the Servers, but instead they channel all communications though a Gateway object. The Gateway is responsible to establish a link to the Server for each client that requests one and to insure that the link is properly administered. Thus, each Client will first establish a customer-supplier link with the gateway and the Gateway establishes a whole-part link with each server. Transmitter-receiver feedback links complement these associations to insure the connections are properly maintained.

Notice that both the Client and the Server objects are represented as entities and the Gateway is an interface. This shows how the kinds of objects of the first a-ha! -- usually discovered during the analysis phase of a project -- might relate to a system modeled using the fundamental associations. 

The robust client-server model provides a robust architecture by adding a couple of controller objects. To strictly control access to the Gateway (or, Gateways, if more than one is needed in a system), a Gateway Controller object is needed. The Gateway Controller is self-owned to simply the design -- this removes the need to have yet another controller for the Gateway Controllers. A simpler, less flexible design would be to make the Gateways solitaires and eliminate the Gateway Controllers completely.

Clients send requests, via a customer-supplier association to the Gateway Controller to find the gateway needed to establish the client-server link they need. If the Gateway is not available, it will be created. This design allows for the possibility that many Gateways might be needed to different subsystems and thus simplifies future system enhancements. The Server Factory is a solitaire in the server subsystem. It is responsible to create the servers when they are needed. Implementing the Server Factory as a solitaire insures that there is always exactly one in each subsystem.

Consequently, when a request is passed from a Client, to the Gateway, the Gateway responds by sending a request to the Server Factory via a customer-supplier link to create the appropriate Server, if the right Server does not currently exist.

The end result of this design is an extremely flexible and extensible design. New types of Clients, Gateways and Severs can easily be added to the system without impacting current system functionality and stability. This illustrates one way in which the fundamental associations may be used to help make complex object designs more flexible and stable.

Conclusion

A well designed introductory course on object-oriented design should carefully lead the student through the three a-ha!s. The first a-ha! is usually best achieved by separating the kinds of objects into three or four categories. This approach has a long history and good discussions can be found in many object-oriented texts. The third a-ha! has more recently become better understood. A deep understand of the third a-ha! can best be achieved through the study of design patterns. However, the second a-ha! represents an intermediate level of understanding that is typically overlooked but necessary for most students to progress from a basic understanding of objects to an advanced understanding of design. The fundamental object associations fill this need.

As we have seen, the fundamental associations provide a good explanation of how control is distributed and shared in an object system. These associations provide a clear and simple understanding of how objects in a system interact. They add clarity to the semantic purposes of the associations that drive a complex design. By incorporating the fundamental associations in your object-oriented designs and tutorials, your students will quickly grasp the significance of how control is distributed and shared in a well designed object system. They will then be better prepared to tackle the more complex issues of structural design.
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